IP Multicast

Most of the traditional widely used Internet applications, such as browsers and data retrieval in general, work according to a client-server model generally operating between one source, the server, and one destination, the client. In many emerging applications though, a multiple destination is often addressed but what’s more, these applications are highly demanding in terms of bandwidth consumption.


During the last decade, in fact, the sharp drop in prices, and simultaneously the increasing performance of mass storage and processors has provided the common user with more  and more powerful computer systems on which run new highly capable and highly featuring applications. This, in turn, has brought about a new problem Where the computer technology and accompanying software have being made giant steps forward over the last few years and will still keep doing (according to Moore’s law), computer network technology has just gone through a much minor development because of the more numerous variables involved in this process. That is to say that the Internet infrastructure and computer networks infrastructure in general, made of different type of physical links and communication protocols have been struggling to keep the pace of computer technologies always far ahead. 


In the early days of PCs the majority of applications and programmes were text based and the traffic generated over a network was mainly bursty counting for data retrieval off a database server or file transfer in general. A 10 Mbps Ethernet network was far sufficient for  connecting a certain number of computers and there was always the possibility of adopting a 16 Mbps Token Ring if more bandwidth were needed. Nowadays , instead, data are more and more stored in a multimedia format with increasing audio and video contents which mean large volume of data being transmitted each time. A vast army of new desktop applications have been developed such as video conferencing and interactive multimedia which do take advantage of the highly capable computers but do not generally befit a more complex scenario where more than one user involves several high bandwidth data streams to be exchanged.


To solve the never ending problem of lack of bandwidth, big efforts have been made in the networking area both from the hardware side and the communication protocols side. Highly capable  network technologies are available today both in the LAN and WAN area but still bandwidth is never big enough.  It really becomes a problem when the need arises to transmit a high bandwidth data stream to a numerous number of recipients. This is for instance the case in a video conferencing application or a remote seminar where a data stream of video, audio and text is sent to several people and the volume of data duplicates for each additional recipient. Other example might be the transmission of corporate messages to employees, live transmission of multimedia training and university courses, communication of stock quotes to brokers, collaborative computing, transmission over networks of live TV or radio news and entertainment programmes and many others. All the above are highly demanding in terms of volumes of data to transmit especially when addressed to more then one recipient.
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The reason why the volume of data actually duplicates for each additional destination is because most high level network protocols, such as the ISO Transport Protocols or TCP or UDP, only provide a unicast transmission service. That is, nodes of the network only have the ability to send to one other node at a time. As a matter of fact though many emerging applications are one-to-many or worse still many-to-many. If a node wants to send the same information to many other nodes using a unicast transport service, it must perform a replicated unicast, and send N copies of data (figure 1), one for each destination, in which case the number of receivers is limited by the bandwidth available to the sender.

Figure 1 Point-to-point unicast

A better way of transmitting data from one source to many destinations is to provide a multicast transport service. With a multicast transport service a source can send a single copy of the data to multiple recipients who explicetly want to receive the information. This way is far more efficient than sending an individual copy of a message to each requester (point-to-point unicast) or than broadcasting one copy of the message to all nodes (broadcast) on the network, since many nodes may not want the message, and because broadcast are limited to a single subnet. Furthermore, broadcasting would consume unnecessary bandwidth and processing also limiting the number of intended receivers.

A possible solution: IP Multicast

IP Multicast is an extension of Internet networking protocol IP, authored by Steve Deering in 1989 and described in the RFC 1112. Here, Deering describes IP Multicasting as: “the transmission of an IP datagram to a ‘host group’, a set of zero or more hosts identified by a single IP destination address. A multicast datagram is delivered to all members of its destination host group with the same ‘best-efforts’ reliability as regular unicast IP datagrams, i.e., the datagram is not guaranteed to arrive intact at all members of the destination group or in the same order relative to other datagrams. The membership of a host group is dynamic; that is, hosts may join and leave groups at any time. There is no restriction on the location or number of members in a host group. A host may be a member of more than one group at a time”. This is important for applications such as videoconferencing where participants may come and go independently 


The key concept underlying IP Multicast is the use of group addresses, instead of ordinary unicast addresses, where the traffic generated by the sender is transmitted to. Considering the case of a host sending information to N different hosts, the sending host will send just one copy of the message to a host group identified by an IP Multicast address. Only one copy of a multicast message will pass over any link in the network (figure 2), and copies of the message will be made only where paths diverge 
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at a router. Thereafter all the hosts interested in receiving that message, or data in general, will join that particular host group to which the information is being sent. This makes IP Multicast a receiver initiated protocol in that only those hosts who have deliberately joined the host group will receive the data being transmitted. IP Multicast is so designed to scale well as the number of receivers expand, so adding one more user doesn’t amount to adding a corresponding amount of bandwidth. Multicasting also results in a greatly reduced load on the sending server, which no longer has to support many concurrent unicast sessions and does not need to maintain  a list of receivers. This benefit can be as significant as the bandwidth savings. 


Another advantage of multicasting is the ability to reach a group of hosts whose individual addresses are unknown to the sender and whose membership may change over time. This use of multicast, called logical addressing o location-independent addressing, serves as a robust and simple alternative to membership configuration files, directory servers or other binding mechanisms. This can be very useful in applications such as distance learning lectures or remote seminars where the number of participants varies continuously.


The management of membership to host groups is achieved by means of a special protocol called IGMP (Internet Group Management Protocol) which is used by hosts to join or leave a host group and by multicast routers to keep track of the recipients to whom they should forward the multicast traffic. There is in fact no need for a router to forward multicast traffic on its directly attached subnets if there aren’t any host group members on them. 

Special routing protocol are also used to perform the routing of multicast traffic. They fall in two main categories: dense-mode routing protocols and sparse-mode routing protocols. The first is based on the assumption that multicast group members are densely distributed throughout the network and bandwidth if plentiful, i.e., almost all hosts on the network belong to the group. Examples are DVMRP (Distance Vector Multicast Routing Protocol), MOSPF (Multicast Open Shortest Path First) and PIM-DM (Protocol-Independent Multicast- Dense Mode). The second approach is instead based on the assumption that the multicast group membres are saprsely distributed throughout the network and the bandwidth is not necessarily widely available. Example are CBT (Core Based Trees) and PIM-SM (Protocol-Independent Multicast- Sparse Mode). For a detailed overview on multicast routing protocols see [1].

IP Multicast Addresses

IP Multicast uses Class D Internet Protocol addresses that in “dotted decimal” notation range from 224.0.0.0 to 239.255.255.255. Some of these addresses are permanent, i.e. reserved, the rest are temporary, i.e. for public use. The range of addresses between 224.0.0.0 and 224.0.0.255 is reserved for routing and maintenance protocols. For example

224.0.0.1 All system on this subnet

224.0.0.2 All routers on this subnet

224.0.0.4
DVMRP Routers

224.0.0.9 RIP2 Routers

The range of addresses from 239.0.0.0 to 239.255.25.255 is reserved for use within private organizations; host groups on the Internet shouldn’t be using addresses from this range. The addresses of other well-known, permanent groups are published in the RFC 1700, “Assigned Numbers”.

IP Multicast over IEEE 802 LANs

At this point there is only one question we need to answer (probably more).IP multicast addresses are defined at the Internet Layer of the OSI model and allow to identify a logical group of hosts across the whole Internet. As with IP unicast addresses, once an IP datagram is generated , it is passed on the Data Link Layer which takes care of delivering it to the right host(s) on the same segment. With unicast addresses though, there is a one-to-one relationship between IP addresses and MAC addresses. Because multiple host can join a multicast session the one-to-one relationship doesn’t apply to IP multicast. So how does a host know which frames belongs to the multicast session it has joined? The answer is in the mapping of IP multicast addresses into Hardware Multicast Addresses. Let’s see how the mapping works for IEEE MAC addresses.


All IEEE MAC-layer technologies support multicast to one degree or another. The most significant bit in the first byte of the MAC address is called the broadcast bit. If equal to 0 then it indicates a unicast address, if 1 it indicates broadcast or multicast addresses. Table 1 shows the broadcast bit, the M bit, for an Ethernet address.
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Table 1 Little Indian address format

The L bit is the universal/local bit. If it is clear (L = 0), this is a universally or globally unique address. The setting of this bit is irrelevant in the case of broadcast addresses. The IEEE assigns a different OUI (Organizationally-Unique Identifier) to every manufacturer  to ensure that no two MAC addresses are the same. The IEEE has also assigned an OUI to the IETF for use in multicast applications, which is 0x01-00-5E. Every time an IP multicast packet is passed onto the Data Link Layer it is split into a number of frames with an appropriate destination address. When sensing a frame on the network every host will check the destination address to check to see whether it matches with its own, otherwise the frame is not processed.


To map an IP multicast address to the corresponding Ethernet multicast address, the low-order 23 bits of the IP multicast address are placed into the low-order 23 bits of the special MAC address 0x01-00-5E-00-00-00. Unfortunately this mapping is not unique because IP multicast addresses use 28 bits to identify a multicast group but we only use 23 of these to construct the Ethernet multicast address. Clearly there are more class D group identifiers than MAC-layer multicast addresses available under the IETF OUI.

Requirements for IP Multicast
To support native IP Multicast, the sending and receiving nodes and network infrastructure between them must be multicast-enabled, including intermediate routers. If the intermediate network is not multicast enabled tunnelling is needed. Requirements for native IP Multicast at the end node hosts are:

· Support for IP Multicast transmission and reception in the TCP/IP protocol stack. 

· Software supporting IGMP to communicate requests to join a multicast group and receive multicast traffic. 

· Network interface cards which efficiently filter for LAN data link layer addresses mapped from network layer IP Multicast addresses. 

· IP Multicast application software .

IP Multicast in Use

Even though the development of IP Multicast started far back in 1989, it’s just in recent years that network products vendor and application developers have started thinking about it more seriously. The problem was that network product vendors wouldn’t always implement multicast correctly because there were no applications that required it, and application developers wouldn’t build in support because users couldn’t use it on their networks. But again, thanks to the outstanding increased performances of computer systems along with an equal drop of their prices has allowed for more and more highly featuring applications to blossom. Just during the last year, we have experienced the appearance of the first multicast supporting products on the market,. Worth mentioning are Microsoft’s NetShow 2.1 (freeware) and Precept’s IP/TV1.6 that offer video-content-publishing solutions, and StartBurst’s Multicast3.03 that offers a solution for distributing meaty data files to lots of recipients without hacking away at the available bandwidth.

As mentioned, IP multicast is an efficient standards-based solution with broad industry support and the number of companies that is beginning to make extensive use of it is currently growing. Here are some examples of companies which have made ample use of multicast featuring products to overcome bandwidth and economic problems.

Intel deployed IP multicast on a 4,000 node Oregon site in early 1996. Intel employees regularly use IP multicast conferencing software to follow events such as conferences or executive presentations and product launches from their desktops. The deployment was the last phase of a multicast project which started two years ago with the deployment of MAC layer multicast. After the proper planning and testing IP multicast was deployed one router at the time over the course of a day. 

Toys R Us Inc. uses IP multicast file transfer software to send software updates to 900 store locations. Before using IP multicast, the files had to be sent over its VSAT (very small aperture terminal) nationwide network one file at a time. Because this used up so much bandwidth, it had to be performed at night. During testing, Toys R Us found that it took 6 hours to transfer a 1M-byte file to 250 clients using the current system, while the same transfer using IP multicast file transfer took 4 minutes. The software is designed to improve product availability in the stores. A Toys R Us representative believes the system paid for itself immediately. 

Microsoft used a phased-deployment approach to multicast-enable its corporate network. Buildings were brought on line one by one until it was determined that test phase was complete. IP multicast was then fully deployed throughout the campus and to remote locations. Microsoft launched an IP multicast network service in the fall 1996 to send information to over 5,000 Puget Sound area seats. Microsoft employees use IP multicast software to listen to live executive speeches from industry events and other live broadcasts. Content includes local radio stations, MSNBC, the BBC and other events. This provides an excellent corporate communications vehicle direct to people at their desktops. Cost savings include reducing employee travel to industry and company events.

MBone

MBone stands for the IP Multicast Backbone on the Internet. The multicast backbone was adopted at the IETF March 1992 meeting and acquired the name MBone after the July 1992 IETF meeting

The MBone is a virtual network layered on top of the physical Internet to support routing of IP multicast packets. Most routers do not currently support the routing of multicast packets directly so the network is composed of "islands" of machines that directly support IP multicast, connected by "tunnels" (Figure 3). 


Tunnel endpoints are special routers called mrouters (multicast routers), i.e. routers that support IP Multicast. If a multicast router is not available, UNIX workstations running the mrouted multicast routing daemon are generally used instead. Appendix A contains an overview of all the systems that support IP Multicast. When communicating between two islands, IP multicast packets are encapsulated for transmission through tunnels, so that they look like normal unicast datagrams to intervening routers and subnets. The encapsulation is inserted on entry to a tunnel, and stripped out on exit from a tunnel. By default, the packets are encapsulated using the IP-in-IP protocol. The first multicast tunnel was established between BBN and Stanford University in the summer of 1988.

When a new island appears and wishes to join the MBone its administrator send a message announcing its existence to the MBone mailing list. The administrators of nearby MBone islands will then contact him to arrange to set up tunnels. Thus at any instant, MBone consists of a specific topology made of islands and tunnels regardless of of multicast addresses currently in use.


In order to shed more light on how two MBone ,or more in general multicast islands, can be connected will consider the scenario depicted in figure 2. In this figure we have two LAN connected by an ordinary router, i.e. a router which doesn’t support multicast routing. On each of the two LAN, say Ethernet, we have a UNIX workstation which run the mrouted multicast daemon. Because the router connecting 

Figure 4 Tunnelling between two Multicast Islands
the two LANs doesn’t support multicast there’s no way that the two LANs can receive each other’s multicast traffic. The solution to this is to establish a tunnel between the two workstations running mrouted. By means of this tunnel all the multicast traffic generated by one LAN is encapsulated in ordinary unicast IP packets and sent through the tunnel. At the other end of the tunnel the mrouted daemon running on the other workstation will receive the IP packets and send the  multicast data to the LAN it is serving.

MBone has been in existence for about 5 years. It is originated in an effort to multicast audio and video from the Internet Engineering Task Force (IETF) meetings. Technical meetings and also NASA space shuttle launches, a Rolling Stones concert, and many other live meetings and performances have since been multicast over the MBONE. 

The MBONE is an experimental, co-operative volunteer effort spanning several continents. Research and testing of multicast protocols and services have been conducted extensively on the MBONE. The number of participating sites has grown rapidly as a result of interest and utility. The MBONE is an overlay network which restricts the bandwidth somewhat arbitrarily. As an experimental and volunteer effort, the MBONE has limited its use in commercial environments, but it has already validated the strengths of IP multicast. The figure below shows a map of the MBone dated 1996. 

Multicast Transmissions on the MBone
To be able to transmit on the MBone or just on a small multicast island dedicated software is needed that complies to the IP Multicast protocol. A variety of audio video and text based applications have been developed so far and most of them come from the academic world. A multicast session is initiated any time a source starts sending data to a multicast address as the ones defined earlier on. On starting a session a new host group is logically created which refers to the session and which can be joined or left provided a IGMP compliant software is available. Now, since the MBone connects multicast aware networks all over the world together, it is conceivable that a multicast group may have members distributed over a very wide area. Sometimes though, it’s not desirable nor useful to propagate  a message to all hosts on the MBone. Imagine the case of a multicast seminar in quantum physics hold in Greek at the University of Athens. Not many people, outside Greece, would be interested in the seminar, nevertheless if that session were to be multicasted over the entire MBone it would generate some traffic. Even in the case of no members joining that session outside Greece, the only traffic generated for advertising the session would still waiste a lot of bandwidth. That is to say that if everybody in the world wants to multicast to everybody else in the world, we’re back to the start.

One of the essential extension to IP proposed by Deering in its “Hosts Extension for IP Multicast” is the possibility of changing the IP packet time-to-live (TTL). Each IP multicast packet uses the TTL field of the IP header as a scope-limiting parameter. The TTL controls the number of hops that a IP Multicast packet is allowed to propagate. Each time a router forwards a packet, its TTL is decremented. A multicast packet whose TTL has expired, i.e. is 0, is dropped, without an error notification to the sender. This mechanism is then used to prevent messages from needless transmission to regions of the MBone where there aren’t any group members.

The default TTL value is 1 so by default all the multicast traffic generated by a host reaches all immediately neighbouring members of the destination host group. If a multicast datagram has a TTL greater than 1, the multicast router(s) attached to the local network take responsibility for forwarding it according to their routing tables. The datagram is forwarded to other networks that have members of the destination group. On those other member networks that are reachable within the IP time-to-live, an attached multicast router completes delivery by transmitting the datagram as a local multicast. 

TTL thresholds in multicast routers prevent datagrams with less than a certain TTL from traversing certain subnets. This can provide a convenient mechanism for confining multicast traffic to within campus or enterprise networks. Several standard settings for TTL are specified for the MBone.

Scope
TTL

Local
1

Site
15

Region
63

World
127

The same scope might require bigger or smaller TTLs according to the topology of the Mbone in different countries.


It must be said that there is no other way of checking whether a multicast address is already in use other than joining the group and examine any traffic received. Apart from the permanent multicast addresses any other is publicly available for transmission of multicast traffic. Although not required, it is anyway suggested that multicast users use appropriate tools such as SDR (Session Directory) which make the possibility of adopting addresses already in use more remote. 

When creating a new session, SDR automatically suggest a multicast address and a port that should avoid clashes with other scheduled sessions. SDR uses an announcement protocol called SDAP (Session Description Announcement Protocol) and periodically multicasts a session announcement packet describing a particular session. Sessions are described using the SDP (Session Description Protocol). When a host receives  a session announcement packet it simply decodes the SDP message, and then can display the session information for the user. A typical session description might include the types of media comprising the session, i.e. video and/or audio, whiteboard and text editors, including the particular encoding format used by the media applications. 
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Figure 2 Multicast data flow from a source to a host group
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Figure 3 MBone topology








